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Here are high-level outlines for two strategies explaining aspects of LAPDOG’s reasoning in generalizing and learning from demonstration. They incorporate some ideas that came out of a meeting with Melinda Gervasio on the subject.

Strategy 1: Explain parameter generalization

· Approach: 

· Expose the variables generalized and how they were generalized (this implicitly exposes relevant portions of the variable ontology), including any eager or lazy generalization.

· Expose the unification of two identical constants into a single variable in the learning process.

· Information needed: The fully-instantiated steps demonstrated by the user, constant-to-type generalizations (there are various ways of representing/extracting these)

· Example: In response to a question seeking clarification on CALO’s sending of email announcing a meeting, ICEE’s response could include something like “User mjw demonstrated announcing ‘070122-CALO-PI-Meeting’; I generalized to cover the concept ‘Meeting’.” (The explanation could similarly describe other generalizations.)

Strategy 2: Explain Procedure Completion

· Approach: 

· Expose portion of instantiated steps, show constant(s) in these steps that needed to be generated by knowledge-producing actions, 

· Expose the knowledge-producing actions that LAPDOG chose along with the reason for choosing them (currently, LAPDOG selects from competing actions the action with the shortest description).

· Information needed: Knowledge-producing action ( variable dependencies in learned procedure.

· Example: In response to a question about a contact email address CALO obtained through a LAPDOG-learned procedure, ICEE’s response could include something like “User mjw demonstrated opening http://www.stanford.edu, followed by opening http://www.stanford.edu/contact. The second link is contained in the first page, linked under the word ‘Contact’. In learning a more general procedure, I inserted a step to look for a link with the text “Contact” to the find the url.”

Other Issues

Our first approach will no doubt be to explain LAPDOG learning via SPARK execution—i.e., when the user asks about CALO’s current task(s), some of the follow-ups will lead to responses that expose how the procedure was learned, etc. However, another mode worth thinking about is to explain LAPDOG’s behavior during the learning itself—i.e., let the user ask about how LAPDOG is generalizing and augmenting the user’s demonstration at demonstration/learning time. This would entail similar explanation strategies and follow-ups, but could require a different method of extracting raw procedure information besides getting it from SPARK.
